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Dell EMC and Intel 
Team Up to Slash 

Costs of AI Projects
Nauta is an open source software platform for doing 

deep learning on a cluster of machines.
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To learn more, visit http://dellemc/readyforai

Enterprises that are truly looking to benefit from digital 
transformation today need to excel at artificial intelligence 
(AI) and deep learning. If they don’t, it will result in lost 

opportunities to open new markets and grow the business.
Today, many organizations continue to struggle tremendously 

with their AI and deep learning projects. IT departments still 
find it difficult to build computing environments that 
let data scientists develop deep learning models at 
scale.

These services must scale both in their capacity 
to train larger and larger models, as well as 
function as a single, shared resource for many 
end users within an organization.

A new solution developed by Dell EMC 
addresses these challenges head on, by helping 
IT get these services up and running quickly and 
offering the tools and workflow familiar to data 
scientists. 

Organizations are becoming increasingly dependent 
on software that uses models developed with deep learning. Data 
scientists are developing AI applications that will improve everything 
from the scheduling of delivery trucks to the diagnosis 
of diseases.

In just a few years, everything from cars to planes to all kinds of 
consumer products will depend on AI to function optimally. As the 
technology gains momentum, AI-enhanced applications will deliver 
ever more value to the organizations that use them.

Deep Learning, Steep Challenges
Deep learning will drive AI, and the trained models experts create 
provide a lot of the “intelligence” we see in self-driving cars and 
healthcare diagnostic applications. 

Creating and training deep learning models typically starts on 
a workstation or laptop, but as projects mature, most will 

require the memory and compute resources of a cluster 
to process large amounts of data to find interesting 

relationships that offer insight and context 
to business users. Very large model training 
experiments may need to scale across 
multiple nodes to achieve reasonable  
training times. 

While the deep learning ecosystem offers a 
variety of frameworks and tools, data scientists 

often find themselves dealing with the intricacies 
of cluster configuration, as they work to move their 

models onto a cluster. In addition, they now have to 
coordinate resources with others in a team and want to share 

their results.
At the same time, many organizations discover that they lack the 

scalable compute clusters and skills needed to create and maintain 
a platform to develop, test, and validate deep learning models. 

New agile software development methods require that companies 
adopt infrastructure platforms that use lightweight containers to 
package stateless applications and microservices for easier 
deployment, management and scale.
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 Nauta, a new 
open source software 

platform released by Intel, 
is a multi-user, distributed 
computing environment 

for running deep learning 
model training 
experiments. 

https://www.dellemc.com/en-us/solutions/data-analytics/machine-learning/ready-solutions-for-ai.htm
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But deep learning workloads that require scaling beyond a 
single container or computer don’t easily meet the requirements 
necessary to work seamlessly within a typical agile DevOps 
environment. And no standard set of tools exists yet for a deep 
learning scale-out.

Today, many organizations view the Kubernetes open 
source container orchestration system as one piece 
of the possible solution to this challenge, largely 
because Kubernetes has become the de-facto 
standard for container management for stateless, 
cloud-native applications. However, Kubernetes 
lacks the management tools needed for large-
scale, distributed deep learning training, such 
as the ability to communicate the “state” of a 
distributed application during a long-running 
model training task.

The lack of these capabilities in Kubernetes 
means data scientists, software developers and other 
IT professionals have to spend their time and resources piecing 
together multiple tools or building their own management 
tools. This takes them away from the far more valuable work of 
creating machine learning models that let companies enhance the 
applications that have become critical to the business.

So, while organizations are increasingly eager to tap into the 
business value of AI and deep learning, they often find it too complex, 
risky and time-consuming to integrate, validate and optimize deep 
learning solutions on the market.

Combining the Latest Hardware and Software Advances
Here’s where the new Dell EMC and Intel solution based on Intel® 
Xeon® processors and Nauta open source software comes in. To 
reduce the cost and effort of developing the deep learning models 
on which AI depends, the two companies created an integrated 

software and hardware solution that makes it easier to run 
complex deep learning models on shared hardware 

resources. The new solution features the benefits of 
containers and Kubernetes, and the highly cost-
effective 2nd Gen Intel® Xeon® Scalable processor-
based high-performance training cluster. 

Nauta, a new open source software platform 
released by Intel, is a multi-user, distributed 

computing environment for running deep learning 
model training experiments. 
The Kubernetes and Nauta software has been 

included in the Dell EMC Ready Solution for the 
creation and configuration of clusters and the creation of 

the repositories that store Docker images. IT staffers don’t need 
Kubernetes and Docker knowledge to get started. Data scientists 
can use Nauta to get data services running quickly and securely and 
drop out of Nauta to access Kubernetes directly to fine tune the 
infrastructure as their needs grow. For maintenance and monitoring 
the infrastructure, a Kubernetes dashboard is available.

Administrators can easily set up multiple users of the platform. Users 
are provided public and private folders to organize their data and 
model scripts for easier collaboration. 
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Dell 
EMC Ready 

Solution lets IT 
organizations keep 

their data analytics in 
house without requiring 

extensive up-front 
training or creating a 

long-term support 
nightmare.

https://www.dellemc.com/en-us/solutions/data-analytics/machine-learning/ready-solutions-for-ai.htm
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Nauta abstracts away the complex Kubernetes instructions 
needed to handle deep learning workloads. This lets data 
scientists focus on refining their deep learning models using 
popular frameworks, such as Tensorflow, and launch multiple 
training experiments.  

One of the keys to reducing the complexity are customizable 
template packs for deep learning jobs that help reduce the need 
for knowledge of how Kubernetes configures and manages 
stateful applications running in multiple containers.

These template packs contain everything Kubernetes needs to 
create an instance of the containers by user-specified parameters, 
such as the number of containers running various learning 
processes, the amount of CPU and memory resources assigned to 
each container and which learning script it should execute.

Nauta also reduces complexity by defining the networking 
between containers, authentication among containers and how 
and where the learning applications should access the data they 
need. Using the software, data scientists can define and schedule 
containerized deep learning experiments to Kubernetes to use a 
single worker node or multiple worker nodes.

Data scientists can view and monitor the results of experiments 
using a command line interface (CLI), web UI and/or TensorBoard 
for diagnostic visualization. Data scientists can also use Jupyter 
interactive notebooks for exploration, education and debugging. 
The Nauta software supports both batch and streaming inferences 
for model testing in a single platform.
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THE BENEFITS OF INTEL® XEON® SERVERS  

The combined hardware and software solution offered 
by the Dell EMC Ready Solution also lets organizations 
use Xeon-based servers that can handle large models 
that won’t fit in the memory of workstations and servers 
using specialized hardware accelerators.

Servers built on these Intel® Xeon® processors are 
less expensive and easier to manage and scale out than 
those based on specialized processors or cloud-based 
infrastructure. Intel has also optimized the complete 
software stack for deep learning for its Intel® Xeon® 
processors to deliver optimized performance, while 
allowing additional types of workloads to be executed.

Performing deep learning training and inference on the 
latest generation Intel® Xeon® Scalable processors 
enables organizations to deploy a  
uniform infrastructure* that avoids the complexity 
of one-off products. The solution makes it possible to 
access and process the data where it lives, rather than 
moving it outside the organization’s security boundary 
to third party data centers.

The Dell EMC engineering lab has validated the 
complete solution for three common use cases 
(image classification, recommendation engines and 
language translation), backed up by Dell EMC’s trained 
installation and setup support staff and consulting.

* ESG Technical Validation of Ready Solutions for AI - Deep Learning with Intel

http://dellemc.com/hadoop
https://www.dellemc.com/en-us/collaterals/unauth/analyst-reports/products/ready-solutions/esg-technical-review-deep-learning-with-intel-april-2019.pdf
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Benefits for IT
The new software delivers potential benefits for both development 
teams and IT staffs. 

When IT organizations are tasked with supporting deep learning 
projects, they typically have two options today. First, they can host 
the required compute and storage in the cloud. Second, they can buy 
specialized workstations. Each of these alternatives has significant 
limitations that Nauta overcomes.

While most major public cloud vendors claim to provide easy-to-
use services for data scientists, these offerings actually require data 
scientists to spend their valuable time learning IT infrastructure skills.

For example, they need to configure authentication to cloud-based 
compute and storage services to assure that proprietary data or AI 
algorithms are not compromised. This becomes critical, because while 
the public clouds themselves might be secure, that counts for little if 
a data scientist improperly configures an insecure cloud service in that 
cloud. With no industry standard for such functions, the IT staff has to 
learn how to configure such authentication for each cloud environment.

The use of AI workstations can at first appear less expensive than 
the cloud in the short-term. But they generate significant and ongoing 
management costs because of the need to support, update and 
manage their specialized hardware and software.

Dell EMC Ready Solution lets IT organizations keep their data 
analytics in house without requiring extensive up-front training or 
creating a long-term support nightmare. By allowing IT professionals 
to use the Kubernetes tool they are familiar with, Nauta lets them 

quickly and cost-effectively meet AI infrastructure needs.
Combined with validated Dell EMC hardware, the software solution 

speeds time to market and reduces the total cost of ownership 
compared with either building AI infrastructure in the cloud or using 
workstations equipped with specialized hardware accelerators.

By offering a single source of support for a highly scalable AI 
implementation, the hardware and software solution creates the 
shortest and most cost-effective path. And it delivers the business 
benefits of AI that so many companies need today to stay competitive.
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About Dell EMC and Intel  
As a member of the Dell Technologies unique family of businesses, 

Dell EMC serves a key role in delivering the essential infrastructure for 

organizations to build their digital future, transform IT, and protect their 

most important asset — information. Dell EMC enables IT and digital 

business transformation through trusted big data solutions, built on a 

modern data center infrastructure that incorporates industry-leading 

technologies. 

 

Intel® Xeon® processor families deliver the performance for real-

time, high-capacity data analysis that can help businesses derive rapid 

insights to build innovative services and customer experiences. With high 

performance, large memory capacity, robust reliability, virtualization, and 

security features, the Intel® Xeon® processor family has been designed 

for the most mission-critical workloads and the always-on enterprise.
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